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We're sharing a solution to the Navier-Stokes Millennium Prize Problem,
one of the deepest problems at the frontier of mathematics. Tristan Buckmaster (NYU)
“I believe Luis Martinez-Zoroa deserves a
The proof was produced by a group of agents, using an OpenAl next- Fields Medal”

generation model significantly more capable than GPT-6 Astra.

The problem concerns whether the description of smooth three-
dimensional fluid motion modeled by the Navi kes equations can
break down. It has remained unresolved for roughly 90 years.

OpenAl - On the Navier-Stokes Millennium Prize Problem
ICMAT - El programa matematico espafiol detras de los posibles avances de la inteligencia artificial en el Problema del Milenio
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V2 Ly NX Jay Alammar - The lllustrated GPT-2 (Visualizing Transformer Language Models)
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Language Models are Few-Shot Learners
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R T | Christopher Hesse Mark Chen Eric Sigler Mateusz Litwin Scott Gray
Benjamin Chess Jack Clark Christopher Berner
Sam McCandlish Alec Radford Ilya Sutskever Dario Amodei
OpenAl
Abstract

on a large corpus of text followed by fine-tuning on a specific task. While typically task-agnostic
in architecture, this method still requires task-specific fine-tuning datasets of thousands or tens of
thousands of examples. By contrast, humans can generally perform a new language task from only
a few examples or from simple instructions — something which current NLP systems still largely
struggle to do. Here we show that scaling up language models greatly improves task-agnostic,
few-shot performance, sometimes even reaching competitiveness with prior state-of-the-art fine-
tuning approaches. Specifically, we train GPT-3, an autoregressive language model with 175 billion
parameters, 10x more than any previous non-sparse language model, and test its performance in
the few-shot setting. For all t. GPT-3 is applied without any gradient updates or fine-tuning,
with and few-shot demonstrations specified purely via text interaction with the model. GPT-3
achieves strong performance on many NLP d. s, including translation, question-answering, and
cloze tasks, as well as several tasks that require on-the-fly re ing or domain ion, such as
unscrambling words, using a novel word in a sentence, or performing 3-digit arithmetic. At the same
time, we also identify some datasets where GPT-3"s few-shot learning still struggles, as well as some
datascts where GPT-3 faces methodological issues related to training on large web corpora. Finally,
we find that GPT-3 can generate samples of news articles which human evaluators have difficulty
distinguishing from articles written by humans. We discuss broader societal impacts of this finding
and of GPT-3 in general.

2 Lynx

The three settings we explore for in-context learning

Zero-shot

The model predicts the answer given only a natural language
description of the task. No gradient updates are performed.

Translate English to French: task description
cheese => prompt
One-shot

In addition to the task description, the model sees a single
example of the task. No gradient updates are performed.

Translate English to French: task description

sea otter => loutre de mer example

cheese => prompt
Few-shot

In addition to the task description, the model sees a few
examples of the task. No gradient updates are performed.

Translate English to French: task description
sea otter => loutre de mer examples
peppermint => menthe poivrée

plush girafe => girafe peluche

cheese => prompt

Brown et al - Language Models are Few-Shot Learners
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Simuladores

Juego de la vida
de Conway

Reglas del mundo:

Spaceship
(glider)

ifnt=3

7

if nt =2

7

otherwise

Oscillator
(pulsar)

Q@

Turing Machine

Wikipedia - Conway's Game of Life
LifeWiki - Turing Machine
Rendell - Turing Machine Universality of the Game of Life
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Simuladores
Juego de la vida

de Conway
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Universal

Reglas simples +

lrreducible
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Simuladores
LLM

Regla basica del LLM: predecir siguiente token en base a los anteriores.
Es aprendida estadisticamente.

En el limite, si un LLM contara con datos ilimitados de entrenamiento y
convergiera a error 0 de prediccion de tokens, se convertiria en un
simulador perfecto del “mundo en texto”.

Next token prediction error

Training tokens

Ortogonalidad: el LLM no tiene agencia, no tiene objetivos, ni toma decisiones.

Pero puede imprimirsele orientacion mediante la inicializaciéon de esa simulaciéon en
texto (el prompt) y asi materializar diferentes “simulacros”, los cuales si pueden tener
objetivos dentro de la simulacion.

Problema: datos de entrenamiento limitados y no fidedignos.

janus - Simulators
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A minimal language model

== | anguage model @ Seen pair @ New pair & New word

El espacio de
interpolacion 12 nombre

121k STATUS

10 - trigal (new) STAGE 0 / 1 1

9-de INITIAL
8 - lugar

7 - acordarme

6-en

5 - quiero

NEXT WORD

4 - caballo (new)
3-no
2 - cuyo

NEW WORDS

1-un

0 - mancha

INPUT WORD



https://albarji-investigando-artilecto.s3.eu-west-1.amazonaws.com/minimal_llm.html

El espacio de
interpolacion

Jagged Frontier of Al Capabilities

— Al Abilities
—-==- Equal Difficulty Tasks

)
TasWonlithe Frontier

Ethan Mollick - Centaurs and Cyborgs on the Jagged Frontier

Inside frontier

Outside the
frontier

Expect hard for Al

Speak any language
(mostly) grammatically

Explain e = mc?

Write a poem

Count people in a story

Generate complex
photos

Expect easy for Al

Label grammar terms
(metalanguage)

Multiply numbers

Reverse a random string
of letters

Count words in a
paragraph

Place things to the right
of other things

Dominik Lukes - lllustrating the Jagged Frontier
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Escalado
masivo del
entrenamiento

R

2 Lynx

Number of parameters (billions, log scale)

Large Language Model (LLM) Sizes Over Time (2018-2026)
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Barbero - Large Language Model sizes over time
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. Template 1 Template 2
Premise % ~ #\
Russian Cosmonaut Valery Read the following and

i )
SR:tsti':r:::;??:f tl:ltevlﬁl:ri;c:ﬁ:::t Polyakov set the record for determine if the hypothesis can
of time spent in space 9 the longest amount of time be inferred from the premise:
oy B 4 spent in space. Premise: <premise>
Su pervision y Hypothesis Based on the paragraph Hypothesis: <hypothesis>
li i Russians hold the record for the ) # above, can we conclude that .
allneamiento 4 . <options>
longest stay in space. ) Russians hold the record \_ J
for the longest stay in
Target Options: space? Template 3, ...
Entaiment == | - ves OPTIONS C )
Not entailment - -yes
-no
Ny J

GPT-3 175B zero shot [l GPT-3 175B few-shot [ FLAN 137B zero-shot

Performance
on unseen
task types

Natural language inference  Reading Comprehension Closed-Book QA

Bosma et al - Introducing FLAN: More generalizable Language Models with Instruction Fine-Tuning
Wei et al - Finetuned language models are zero-shot learners
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Supervision y
alineamiento

Hola, ;como estds?

é

jHola! Muy bien, gracias. ;Y td, cdmo estas? ;En qué puedo ayudarte hoy?

o8 cE P -

:Qué hora es?

[

{"role": "system", "content": "Eres un asistente util."},

{"role": "user", "content": "Hola, icomo estas?"},

{"role": "assistant", "content": "jHola! Muy bien, gracias. ¢Y tu, cémo estas? ¢En qué puedo
ayudarte hoy?"},

{"role": "user", "content": ":Qué hora es?"}
]

<|im_start]|>system

Eres un asistente atil.<|im_end|>

<|im_start]|>user

Hola, ¢como estas?<|im_end|>

<|im_start]|>assistant

iHola! Muy bien, gracias. ¢Y tu, cémo estds? ¢En qué puedo ayudarte hoy?<|im_end|>
<|im_start|>user

iQué hora es?<|im_end|>
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Supervision y
alineamiento

Step1

Collect demonstration data
and train a supervised policy.

A promptis
sampled from our
prompt dataset.

A labeler
demonstrates the
desired output
behavior.

This data is used to
fine-tune GPT-3.5
with supervised
learning.

~
G

Explain reinforcement

learning to a 6 year old.

o)

4

We give treats and

punishments to teach...

Step 2

Collect comparison data and

train a reward model.

A prompt and
several model
outputs are
sampled.

A labeler ranks the
outputs from best
to worst.

This data is used
to train our
reward model.

™™

./
Explain reinforcement
learning to a 6 year old.

0 o

I reinforcement Explain rewards...
learning, the
agentis..

o

In machine We give treats and
learning... punishments to
teach.

Step 3

Optimize a policy against the
reward model using the PPO
reinforcement learning algorithm.

A new prompt is
sampled from
the dataset.

The PPO model is
initialized from the
supervised policy.

The policy generates
an output.

The reward model
calculates a reward
for the output.

The reward is used
to update the
policy using PPO.

A=

Write a story
about otters.

Once upon atime...

ChatGPT: Optimizing Language Models for Dialogue

Ouyang et al - Training language models to follow instructions with human feedback
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ChatGPT: Optimizing Language Models for Dialogue
Ouyang et al - Training language models to follow instructions with human feedback
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Kata Training " ; ‘H {2 ') 3,470
fa Even or Odd v

Ca pacidades de @ Python ] 311 V] VIM EMACS 23
q.“ W 2696 £ 493 & 91%of 34,796 147,433 0f 509,399 & suuuzi
Instructions Output Past Solutions Solution b+
SOft\Na re d e un ',;J“ def even or odd(number):
Create a function that takes an integer as an argument and returns R
st(data) "Even" for even numbersor "0dd" for odd numbers.
2 urn sun(data)
® MATHEMATICS ~ FUNDAMENTALS
x
"
[
i =) .
6 return sun(data) / len(data) Sample Tests 44
) import codewars test as test
T from solution import even_or_odd
1 def average(data: list{float]) > float ‘
2 i1 ot data: @test.describe("Example tests")
SRR def example tests():
)
PR e e @test.it('even_or odd(1) should return "0dd"')
) m Gitlab def test positive odd():
N GitLab is the test.assert_equals(even_or_odd(1), "0dd")
Sl most
1 typing Sequence 7‘
2 <f : N} L) [¢ RESET TEST
: e o ol bumunouallfled: »  SKIP L0 VIEWSOLUTIONS B DISCUSS (269)

s f not data:
se ValueError(
Data must not be empty” '

8 sum(data) / (data)
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Rendimiento
numano en
Codewars

1

Users solve rate

100%

80%

60%

40%

20%

0%

68%

37%

25%
20%
14% 14%

5 4 3 2 1

Kata rank (lower is harder)

Barbero - An evaluation of LLM code generation capabilities through graded exercises
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Caaciades de

desarrollo de
software de un

LLM

Solve rate

100%

80%

60%

40%

20%
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68%

suewny

SN\

suewny

AT
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14% 14%
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AT
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N
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NTT
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N
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suewnH

6 5 ) 3 2 1

Kata rank (lower is harder) *LLM= gpt-4o-mini

Barbero - An evaluation of LLM code generation capabilities through graded exercises
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|

X

Capacidades de
desarrollo de
software de un
LLM

100% kyu>=5

CodeWars score

100% kyu>=6

100% kyu>=7

0.9

python javascript c r julia solidity fortran cobol

Programming language

Barbero - An evaluation of LLM code generation capabilities through graded exercises
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Barbero - An evaluation of LLM code generation capabilities through graded exercises
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Barbero - An evaluation of LLM code generation capabilities through graded exercises
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Cadenas de
pensamiento

Standard Prompting

. Model Input

Q: Roger has 5 tennis balls. He buys 2 more cans of
tennis balls. Each can has 3 tennis balls. How many
tennis balls does he have now?

A: The answer is 11.

Q: The cafeteria had 23 apples. If they used 20 to
make lunch and bought 6 more, how many apples

do they have?

\_ Y,

Model Output _)

A: The answer is 27. x

Chain-of-Thought Prompting

e ~

Q: Roger has 5 tennis balls. He buys 2 more cans of
tennis balls. Each can has 3 tennis balls. How many
tennis balls does he have now?

A: Roger started with 5 balls. 2 cans of 3 tennis balls
each is 6 tennis balls. 5 + 6 = 11. The answer is 11.

Q: The cafeteria had 23 apples. If they used 20 to
make lunch and bought 6 more, how many apples
do they have?

_J

Model Output )

A: The cafeteria had 23 apples originally. They used
20 to make lunch. So they had 23 - 20 = 3. They
bought 6 more apples, so they have 3 +6 =9. The
answeris 9. /

Un LLM entrenado con cadenas de pensamiento puede simular procesos complejos
paso a paso, e interpolary reutilizar estos pasos intermedios.

Weij et al - Chain-of-Thought Prompting Elicits Reasoning in Large Language Models
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Yuntian Deng - https://x.com/yuntiandeng/status/1889704768135905332
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https://github.com/albarji/ballmatro
Barbero - BaLLMatro
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https://www.playbalatro.com/

[
1Mutt

Chips x
2 Mult

0 Chips x
2 Mult

Chips x
3 Mult

Chips x
4 Mult

Chips x
4 Mult

5 Chips x
4 Mult

Chips
4 Mult

7 Mult

Chips
X 8 Mult

High
Card

Pair

Two Pair

Three of
aKind

Straight

Straight

Flush

Full

House

Fourofa
Kind

Straight
Flush

When no other hand is
possible, the one
highest card in your
hand. Aces are
counted high for this
hand.

Two cards with a
matching rank. Suits
may differ.

Two cards with a
matching rank. and
two cards with any
other matching rank
Suits may differ.

Three cards with a
matching rank. Suits
may differ.

Five cards in
consecutive order
which are not all from
the same suit. Aces
can be counted high or
low, but not both at
once.

Five cards in
consecutive order
which are not all from
the same sult, Aces
can be counted high or
low, but not both at
once.

Five cards of any rank,

all from a single suit

Three cards with a
matching rank, and
two cards with any
other matching rank,
with cards from two or

more suits.

Four cards with a
matching rank. Suits
may differ

Five cards in
consecutive order, all

from a single suit

Nr

Joker

Wrathful
Joker

Gluttonous

Joker

Jolly Joker

+4 Mult

Played cards
with ¢
Diamond suit
give +3 Mult
when scored

Played cards
with
suit give
+3 Mult when
scored

Played cards
with
suit give
+3 Mult when
scored

Played cards
with
suit give
+3 Mult when
scored

+8 Mult if
played hand
contains a Pair

$2

$5

$5

$5

$5

$3

11414

Unlock
Requirement E

Available from
start.

Available from
start.

Available from
start.

Available from
start.

Available from
start.

Available from
start.

+m

+m

Act

Indep.

On
Scored

Scored

On
Scored

Scored

Indep.


https://balatrogame.fandom.com/wiki/Joker

100% levell (1 card) level2 (2 cards) level3 (4 cards) level4 (8 cards)
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https://github.com/albarji/ballmatro



https://github.com/albarji/ballmatro

8 cards, 0-2 of 37 jokers) level7 (9 cards, 1-3 of 110 jokers) levelX (14 cards, 5-10 of 110 jokers)
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https://github.com/albarji/ballmatro
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En ciertos contextos podemos medir de forma objetiva y automatica la calidad de una
respuesta de LLM. Esto es posible en tareas como matematicas, programacion,
preguntas de opcion multiple...

Refu erzo def incr_list(l: list): Question and choices
""'Return list with elements incremented by Methylcyclopentadiene was allowed to react with methyl isoamyl ketone and
SO b r.e ta rea S 2 ;’” ‘Jj ist(1, 2, 3D a catalytic amount of pyrrolidine. A bright yellow, cross-conjugated
S ner 1ist([5, 3, 5, 2, 3, 3, 9, 0, 1231) polyalkenyl hydrocarbon product formed [...] How many chemically distinct
, 4, 4, 10, 1, 124] isomers make up the final product (not counting stereoisomers)?

V@Iflcab|e5 L H———— @ 2 b) 16 () 8 (d) 4
Correct answer (b)
‘s‘o‘lutyion(lst):

e ey i o e, e s som il it o it Explanation Methylcyclopentadiene exists as an interconverting mixture
that are in even positions. of 3 isomers [..] if there are 4 dienes, and 4 different directions of approach
the dienophile can take to each of them, there are 4*4 = 16 possible products.

de

-

MATH Dataset (Ours)
o Problem: Tom has a red marble, a green marble, a blue
return sum(1st[i] for i in range(@,len(lst)) if i % 2 == 0 and 1st[i] % 2 == 1) marble, and three identical yellow marbles. How many

different groups of two marbles can Tom choose?

Solution: There are two cases here: either Tom chooses
two yellow marbles (1 result), or he chooses two marbles
of different colors ((3) = 6 results). The total number of

distinet pairs of marbles Tom can choose is 1 + 6 = E

As Seller, an encyclopedia salesman, approached the grounds on which Hermit's house was situated, Problem: If 377, cos® § = 5, what is cos 267

h . 1 id. "N 1 T ilb d P d isk." Solution: This geometric series is
g he saw a sign that said, "No salesmen. Trespassers will be prosecuted. Proceed at your own risk. 1+ cos? 0+ cos 0+ = —Lr- = 5. Hence,
5 Although Seller had not been invited to enter, he ignored the sign and drove up the driveway toward 3

. I 4 cos?@ = 4. Then cos 20 = 2cos?f — 1 = = |.

= the house. As he rounded a curve, a powerful explosive charge buried in the driveway exploded, and s 5
= Sell L d. Can Sell d fi H it for his iniuries? Problem: The equation 2 + 2z = i has two complex
& Seller was injured. Can Seller recover damages from Hermit for his injuries? . solutions. Determine the product of their rcal parts.
2 (A) Yes, unless Hermit, when he planted the charge, intended only to deter, not harm, intruders. ¥ Solution: Czﬂmplele the square by adding 1 to each fldE-
E (B) Yes, if Hermit was r.esponsible f(.>r the e).(plosive charge undf:r the drivevyay. ‘ v ;::"dg‘:i; ;;mzulcrt:“;; TVE 0Tt 1= ¥ VR
A (C) No, because Seller ignored the sign, which warned him against proceeding further. X (~1+cos(Z) ¥2) (~1 — cos (Z) ¥2) =

(D) No, if Hermit reasonably feared that intruders would come and harm him or his family. b 4 1 - cos? (2) VE=1— (14 .-.,;(gn va-|l —2\/5 |

Hendrycks et al - Measuring Mathematical Problem Solving With the MATH Dataset

Chen et al - Evaluating Large Language Models Trained on Code

Hendrycks et al - Measuring Massive Multitask Language Understanding
Rein et al - GPQA: A Graduate-Level Google-Proof Q&A Benchmark
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Aprendizaje por refuerzo: usar los verificadores basados en reglas como funcion de
recompensa y aplicar algoritmos de aprendizaje por refuerzo conocidos, como PPO, para
aumentar las probabilidades de que el LLM genere respuestas con puntuaciones altas.

Refuerzo

sobre tareas

- Ans er
verificables -
= : Question Answer

Answer

Answer

Answer O

Answer Q
Answer e

Answer Q
Answer 0

LLM

DeepSeek-R1-Zero AIME accuracy during training DeepSeek-R1-Zero average length per response during training

12000

10000

P

®
8
S
3

6000

Average length per response

4000

2000

~- 01-0912-cons@6d

0 2000 4000 6000 8000 0 2000 4000 6000 8000
Steps Steps

Shao et al - DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models
DeepSeek-Al - DeepSeek-R1: Incentivizing Reasoning Capability in LLMSs via Reinforcement Learning
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Uso de
herramientas
y agencia

[ )

- l (1) Hotspot QA J

Question: Aside from the Apple Remote, what other device
can control the program Apple Remote was originally
designed to interact with?

.

(la) Standard

e [ (1d) ReAct (Reascn + Act) J—\

Thought 1: I need to search Apple Remote and find the
program it was originally designed toc interact with.

Act 1: Search[Apple Remote]

Obs 1: The Apple Remote is a remote control introduced in
October 2005 by Apple .. originally designed to control the
Front Row media center program ..

Answer: iPod X Act 1: Search[Apple Remote] Thought 2: Apple Remote was originally designed to control
L Cbs 1: The Rpple Remote is a the Front Row media center program. I need to search Front
remote control .. Row next and find what other device can control it.
(1b) CoT (Reason Only) ]\ Act 2: Search[Front Row]
. Obs 2: Could not find [Front Row]. Similar: ['Front Row
Thought: Let's think ste :
b 3 enie @ - v Act Z: Search[Fron‘.c Row ] Seat to Earth', 'Front Row Motorsports',' FEront Row
y.SIEp- rp e. emote was Obs 2: Could not find [Front (software) ', ..]
originally designed to Row]. Similar: ..
interact with Apple TV. Thought 3: Front Row is not found. I need to search Front
Apple TV can be controlled Act 3: Search[Front How Row (software)
by iPhone, iPad, and iPod ezl ) Act 3: Search[Front Row (software) ]
FOUWEHM so the answer is Obs 3: Front Row is a Obs 3: Front Row is a discontinued media center software ..
iPhone, iPad, and iPod B : : 2
discontinued media center Thought 4: Front Row (scftware) i1s controlled by an Apple
Touch. software .. Remote or the keyboard function keys. So the answer is
keyvboard function keys.
Answer: iPhone, iPad, iPod Act 4: Finish(ja8) X Act 4: Finish[keyboard function keys ] \/
\Touch L VRN J

Un LLM entrenado con cadenas de pensamiento y uso de herramientas adquiere
capacidades agénticas, ya que puede “razonar” cuando debe usar una herramienta, la

cual es invocada por un arnés externo.

Unido al aprendizaje por refuerzo en tareas verificables, el entrenamiento sesga al LLM
a explorar su entorno mediante el uso de herramientas, con el fin de alcanzar el
objetivo establecido en sus condiciones iniciales (prompt).

Yao et al - ReAct: Synergizing Reasoning and Acting in Language Models
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AN g Share of Frontier Lab Compute by Workload: Bandwidth-Bound Work Now Dominates

WA/ o
Vi /-
o [ Anthropic + OpenAl combined, 1Q24 to 4Q26E
I Pre-training (cares about capacity) Post-training / RL (mostly bandwidth-bound) M Inference (bandwidth-bound)

100%

Uso de

herramientas 29%
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60% -

24%
36%

42%
40% -
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Barbero - Work In Progress



Successful experiments by language and kata difficulty

Capacidades de
desarrollo de

software de un
agente

Kata difficulty (lower kyu is harder)

A Js cosaL ... D R A' E :’A BVN s
727) (682) (421) (278) (249) (183) (166) (21 (96) (81) (48) 25 (22)
Codewars score by programming language
Maximum achievable score Token usage distribution for successful solutions by kata publication year (10th-90th percentile)
== Nledian 25th-75th percentile 10th-90th percentile
(249) oo 17388 35K
(682) i 1710.9
(727) [ 1657.2
(421) . 30k
81 é
Q
(278) = 25k
o
(121} £
3
(183) @
S 20k
(166) ]
(96)
25) 15k .
(48) ®
@22) 2013 2014 2015 2016 2017 2018 2019 2020 2021 2022 2023 2024 2025 2026
(41) (257) (454) (386) (436) (287) (172) (182) (142) (156) (125 (109) (78)  (51)
3 4 5 6 7 3‘3100 2 3 4 5 6 7 391000 2 & f
Codewars score Kata publication year

“ Ly nx Barbero - Work In Progress
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https://arcprize.org/
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El espacio de
interpolacion
del lenguaje

O
[
‘

\ j

;Como de grande es el "espacio del lenguaje™?

LLM moderno: ~200K tokens de vocabulario, ~1M de tokens de contexto.
Espacio combinatorial: 2000001900000 posibles textos.

Corpus de entrenamiento no-supervisado: 36 trillion tokens (3.6 - 1013).
Estimacion de tokens de SFT + refuerzo: ~ 36 trillion tokens (3.6 - 1013).

2-3.6-1013

~ . 10-5301017
s = 7.27 - 10 ~

Fraccion del espacio del texto observada <

iPero el lenguaje tiene una estructura especial!

Sintaxis: no todas las combinaciones de tokens son factibles.

No-uniformidad: la distribucion de probabilidad del lenguaje es altamente no
uniforme.

Composicionalidad: existen subestructuras que se repiten y se componen.

1, Esto parece permitir al LLM generar simulacros coherentes con
@’ alta probabilidad, e interpolar entre conceptos cercanos en el

espacio del lenguaje, incluso realizando conexiones no conocidas
hasta el momento.



Vacios en el
espacio
interpolado

Genera una imagen fotorrealista de Ada
Lovelace y Alan Turing haciendo una
batalla de farmear aura enfrente de la
Escuela Politécnica Superior de la
Universidad Auténoma de Madrid. Te
paso una foto del edificio para que la
tomes como referencia. Investiga en
internet como son las batallas de farmear
aura, para que entiendas en qué
consisten y puedas representarla
flelmente.

Image generated with GPT-Image



David Bessis

“The Overhang consists of the unrealized capital gains of past mathematical creativity,
the latent value from connecting the dots in the existing corpus. [...]

Mathematician X states problem A, mathematician Y crafts concept B, then mathematician
Z notices that B trivially solves A”.

Vacios en el
espacio
interpolado

s =

Mathematician X Problem A

r -@-

Mathematician Y Concept B

v

Solution!

“| expect the Overhang to be absolutely gigantic.”

L N\ Y Lynx David Bessis - The fall of the theorem economy
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Soluciones no
verificadas

) M EINES
Vacios en el - E—
abiertos

?SpaC|O Generacion de pruebas
interpolado

Verificacidn

Soluciones bien Soluciones
escritas o verificadas
Exposicidon Al
Publicacion Digestion

Soluciones
definitivas

Soluciones

aceptadas

Canonizaciéon

QA LynXx Terence Tao - Mathematics in the age of Al
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Llenado del
espacio
interpolado

Perplexity of generated data points evaluated by
model trained with real wikitext2

0.30 - Generation 0
Generation 1
0.25 1 Generation 2
0.20 Generation 3
E ) Generation 5
§ 0.15 - Generation 9
<]
% 010
0.05
0 i T
100 10" 102
Perplexity of generated data points
LY Lynx Alemohammad et al - Self-consuming generative models go MAD

Shumailov - Al models collapse when trained on recursively generated data
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Verificacién y
canonizacién

Extrapolacién

Investigando el Artilecto - La teorfa del internet muerto
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VA Lynx

Thank you
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